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Abstract

We analyze the term structure of the variance risk premium (VRP). We find that in
normal times the VRP is higher over longer horizons, but in times of crisis investors
require higher compensation over shorter horizons. We show that the VRP term struc-
ture dynamics is driven by its correlation with two factors that capture economic
uncertainty over different frequencies. The first factor is the difference between BBB
and AAA corporate bond yields, which is related to the business cycle. The second
factor is the difference between the bank prime loan rate (BPLR) and the three month
T-Bill yield, which reacts to short-lived economic uncertainty. We further show that
both the short-term VRP and the VRP term structure predict future excess equity re-
turns. Our empirical study combines the information contained in the Chicago Board
Options Exchange (CBOE) volatility index (VIX) constructed over different horizons
and high frequency observations on the S&P 500 index futures.
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It is well established that return variance changes over time. In order to insure them-

selves against unfavorable variance movements, investors are willing to pay a premium, the

so-called variance risk premium (VRP).1 The VRP depends on both the time and the length

of the investment horizon. There is an extensive literature showing that this compensation

can dramatically change over time, for a fixed horizon which does not usually exceed thirty

calendar days.2 Our contribution to the current literature is to study how the VRP changes

over different horizons (at a given point in time). This aspect is largely unexplored. Ana-

lyzing the term structure of the VRP is important because it allows us to understand how

investors perceive the uncertainty about the economic fundamentals over different horizons.

Moreover, it leads to a deeper understanding of the price dynamics and thus improves risk

management strategies and produces more accurate pricing. Finally, given the tight con-

nection between VRP and equity risk premium (ERP),3 understanding the term structure

dynamics of the the former also provides useful information to analyze the latter.

The market V RPt,τ at time t and over the horizon [t, t + τ ] is defined as the difference

between the expected (at time t) quadratic variation (QV) on [t, t+ τ ] of the S&P 500 index

under the pricing and historical measures:4

V RPt,τ = EQ
t (QVt,τ )− EP

t (QVt,τ ) . (1)

The term structure of the volatility index (VIX) quoted at the Chicago Board Options

1In a general equilibrium setting, variance risk premium can be generated via two sources: compensation
for volatility in the fundamentals, e.g., consumption, see Bollerslev et al. (2009), Eraker (2008), and Drechsler
and Yaron (2011) or via changing level of risk aversion of the representative agent, see Campbell and Cochrane
(1999) and Bakshi and Madan (2006), or Wu (2012) for a recent discussion.

2The variance risk premium can be studied both parametrically and nonparametrically. Papers that
follow the first approach are Pan (2002), Eraker (2004), and Broadie et al. (2007). For a nonparametric
study of the variance risk premium we refer to Bakshi and Kapadia (2003), Bakshi and Madan (2006), Carr
and Wu (2009), Todorov (2010), and Bollerslev and Todorov (2011).

3See Bollerslev and Todorov (2011) for a detailed description of how VRP and ERP are related and
comove.

4Usually the risk premium, especially the equity risk premium, is computed as the difference between
historical and risk neutral measures. We do not follow this convention in order to avoid carrying a negative
sign in front of the VRP throughout the paper.
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Exchange (CBOE) can be effectively used to measure the expected QV under the risk-neutral

measure over different horizons, in a model-free way. Moreover, the VIX term structure also

contains information that can be used to estimate the expected QV under the statistical

measure. We make use of this information to carry out the estimation of the VRP term

structure.

There are three main issues related to VRP estimation in the current literature. First,

the vast majority of papers use affine models, even when non-linear specifications are able to

better describe the volatility dynamics.5 Second, price discontinuities are usually assumed

to be normally distributed, which is at odds with the nonparametric evidence.6 Finally, little

attention has been devoted to ensuring coherence between historical and pricing measures.

This last point is of first-order importance since the estimation of the VRP term structure

requires the estimation of the volatility process under both measures.

This paper adopts a new approach to estimate the term structure of the VRP which

overcomes the aforementioned problems. First, the direct use of the VIX allows us to extend

the set of possible parametric models to non-linear specifications. Second, using the VIX, as

opposed to plain-vanilla options, allows us to be semiparametric about the price discontinu-

ities and reduces the computational burden, while retaining information about the volatility

term structure. Third, in order to enforce consistency between the historical and the pricing

measures, we make a direct use of volatility measures obtained from high frequency (HF)

price observations.7 The Realized Volatility (RV), obtained by aggregating intra-day squared

log-returns, makes (in the limit) the volatility process almost perfectly observable. The RV

provides us with the total volatility of the underlying asset; that is, if we assume that there

5See for example Chernov et al. (2003) for a comparison between affine and non-affine models.
6Bollerslev and Todorov (2011) show nonparametrically that the tails of the risk neutral distribution

decay according to a power law and not exponentially.
7Specifically, in recent years, the availability of intra-day price observations has lead to a large literature

which uses high frequency observations to obtain precise measures of volatility such as the realized volatil-
ity (RV), see for example Andersen and Bollerslev (1998), Andersen et al. (2003), Barndorff-Nielsen and
Shephard (2002), and Barndorff-Nielsen and Shephard (2006).
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are two volatility factors, RV will provide information about their sum. We use this fact to

discipline the estimation of the volatility process.

We present a novel semiparametric test that shows how a general one factor affine model

fails to accurately describe the volatility process. We then show that at least two factors

are needed in order to explain the VIX term structure. Based on this evidence, in our

estimation we adopt the VIX computed over one month and over one year. Intuitively, the

VIX constructed using short-maturity options depends on both the transient and persistent

volatility components, while the VIX computed using long-maturity options mainly loads on

the persistent volatility factor.

Our results show that both VIX and VRP dynamics are highly nonlinear with respect to

the volatility process. We thus propose a two-factor nonlinear model that not only generates

accurate pricing, but also filters two factors with intuitive economic interpretations. The

persistent factor is closely related to the difference between BBB and AAA corporate bonds

yields and captures the uncertainty at the business cycle frequency.8 The transient factor

is correlated with the difference between the bank prime loan rate9 (BPLR) and the three-

month T-Bill yields. It reproduces short-lived economic uncertainty, especially in crisis times.

We show that this decomposition plays a crucial role in understanding the dynamics of the

VIX and VRP term structures.

We find that, on average, the VRP and VIX term structures have opposite slopes. The

former is upward,10 while the latter is slightly downward sloped. However, when one analyzes

their time-series behavior a more complex picture emerges. In normal times, investors are

concerned about a possible future downturn of the economy. The volatility process is mostly

driven by the persistent component, which generates long-term compensation. Both term

8Gilchrist and Zakrajsek (2012) show that measures of corporate bonds credit spread significantly predict
economic activity in the 1973-2010 period.

9The BPLR is often used to compute rate changes to adjustable rate mortgages and other variable rate
short-term loans. It thus incorporates short-term expectations about the state of the economy.

10This is consistent with Amengual (2009) and Aı̈t-Sahalia et al. (2012).
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structures are upward sloped. In times of crisis, which are always associated with high

volatility, we find that there are two possible scenarios. At the beginning of a crisis the

transient factor usually dominates and both term structures are downward sloped. After

the crisis’ peak, however, if the turmoil is perceived as persistent, the long-term factor

becomes more important for the variance risk premium. Investors’ concerns about the long-

term volatility effects dominate, thus increasing the compensation over longer horizons and

generating VIX and VRP term structures with opposite slopes.

The financial crisis in late 2008 offers a natural setting to observe this latter finding. At

the beginning of the crisis, the high volatility is mainly generated by the transient factor. In

that period, both VIX and VRP term structures have negative slopes. Starting in January

2009, as investors realize the long-term consequences of the crisis, the persistent volatility

factor increases, implying higher compensation over longer horizons. The combination of a

high level of volatility and a high level of the persistent factor produces the VIX and VRP

term structures with opposite slopes. This result is a consequence of our decomposition

of the volatility which allows to disentangle short-term and long-term effects of volatility

movements.

We further show that both the short-term VRP and the VRP term structure predict

future excess returns. In normal times the VRP term structure is essentially flat and does

not carry additional information about volatility compensation with respect to the thirty-

day VRP. However, in high volatility regimes the shape of the VRP term structure changes

significantly and becomes highly informative. We show that in high volatility regimes the

VRP term structure indeed significantly predicts future expected return over long horizons.

Interestingly, this result is robust with respect to the inclusion of the VIX term structure in

the predictive regression, thus showing that it is the risk premium component of the VIX

that drives future excess return.
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Related Literature

This work is closely related to two recent papers that deal with VRP term structure esti-

mation. Both Amengual (2009) and Aı̈t-Sahalia et al. (2012) estimate a two-factor affine

stochastic volatility model to infer the structure of the VRP. They use data on variance swap

rates and the time-series of S&P 500 returns. They both find that the variance compensation

increases with the time horizon. The jump premium is relevant over the short term while

the persistent component drives the VRP on the long term. Aı̈t-Sahalia et al. (2012) also

explore the profitability from a trading strategy involving swap rates at different horizons.

We differ from them in many respects. First, we use the HF data in our estimation to en-

sure coherence between pricing and historical measure. Second, we are non-parametric with

respect to the price-jump distribution. Third, we provide an economic interpretation of the

VRP fluctuations. Fourth, we explore the VRP term structure implications in predicting

future excess equity returns.

This paper is also related to recent literature that aims to use measures of the variance

risk premium to predict future excess equity return. We extend the findings in Bollerslev

et al. (2009) showing that in high volatility periods, the VRP term structure carries addi-

tional information with respect to the short-term VRP in predicting future equity returns.

This finding also connects to Johnson (2011), who shows that the VIX term structure is infor-

mative about future equity returns. Our result suggests that it is the variance compensation

embedded into the VIX term structure that contains the relevant information.

Finally, some of our results could be generalized and extended to analyze the term struc-

ture properties of the equity risk premium. Even if the ERP is not the direct objective of

our study, Bollerslev and Todorov (2011) shows that ERP and VRP are strictly related and

tend to comove. In this respect, our results are consistent with Muir (2012), who shows that

the ERP term structure is steeply downward sloped during crisis times. In a more general

sense, this relates with a recent stream of literature that studies how the equity compensation
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varies across different horizons (see van Binsbergen et al. 2012).

The paper is organized as follows. In Section 1 we introduce the notation and relevant

quantities for the analysis of the variance risk premium. Section 2 describes the dataset used

in our empirical study. Section 3 presents a new semiparametric test that shows how a one

factor affine model fails to accurately reproduce the volatility dynamics. In Section 4 we

provide evidence in favor of a two-factor non-linear volatility model. Section 5 introduces

the linear and non-linear multi-factor specifications and describes the estimation procedure.

In Section 6 we discuss the variance risk premium term structure. Section 7 concludes.
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1 General Framework

In this section, we define the general framework used in our analysis. We consider a very

general model that embeds both stochastic volatility and a time-varying jump component in

log-return. Define Ft as the futures price and let its dynamics (under the statistical measure)

evolve as:

dFt
Ft

= γtdt+ σtdWt +

∫

R
(ex − 1)µ̃(dt, dx), (2)

where we leave γt unspecified. σt represents the instantaneous volatility and it is the main

focus of our analysis. The last term models the jumps or price discontinuities for which we

do not specify a specific jumps distribution but we only assume that the jump intensity is

an affine function of σ2
t .

11 Specifically, µ̃(dt, dx) = µ(dt, dx)− νPt (dx)dt, where µ(dt, dx) is a

simple counting measure for the jumps and νPt (dx)dt denotes the compensator or stochastic

intensity of the jumps, such that νPt (dx)dt = mtν
P(dx)dt, where mt is an affine function of σ2

t

(or its components). This very general jump specification encompasses almost all the jumps

specifications used in the literature.

A key quantity needed to analyze the variance risk premium is the quadratic variation

(QV) of the log-price process. Specifically, QVt,τ is defined as the total quadratic variation

of the the log-price process over the interval [t, t+ τ ] and it is defined as:

QVt,τ =

∫ t+τ

t

σ2
sds+

∫ t+τ

t

∫

R
x2µ(ds, dx). (3)

The first term on the right hand side represents the variation due to the continuous com-

ponent, while the last term represents the jump contribution to the asset total variation.

Taking expectation with respect to the statistical probability measure (P) on both sides of

Equation (3) we obtain:

EP
t (QVt,τ ) = EP

t

(∫ t+τ

t

σ2
sds

)
+ EP

t

(∫ t+τ

t

∫

R
x2µ(ds, dx)

)
, (4)

11If σt is given as the sum of multiple volatility components, the jump intensity can be specified as an
affine function of each component.
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which is the expected quadratic variation over [t, t + τ ], conditional on the information at

time t. Assuming that the jump intensity is an affine function of σt the second term on the

right hand side of Equation (4) reduces to:

EP
t

(∫ t+τ

t

∫

R
x2µ(ds, dx)

)
= τλ0

∫

R
x2νP(dx) + λ1

(∫

R
x2νP(dx)

)
EP
t

(∫ t+τ

t

σ2
sds

)
. (5)

Considering directly the expected quadratic variation one can not identify the jump distri-

bution x. What can be identified is the join contribution of the jump distribution and the

jump the intensity, namely:

li = λi

∫

R
x2νP(dx), with i = 0, 1 (6)

whereλ0 and λ1 represent the constant and the time-varying jump intensity, respectively.

In carrying out our inference we will make extensive use of the VIX, which is related

to the asset quadratic variation through the following relation, equivalent of Equation (4)

under the risk-neutral measure (Q), in annualized terms:

V IX2
t,τ ≈

1

τ
EQ
t [QVt,τ ] . (7)

This relationship motivates the use of the VIX term structure in order to extract information

about the dynamics of σ2
t .

12

12Formally, the CBOE VIX index differs from the right hand side of Equation (7) by
1
τ E

Q
t

(∫ τ
t

∫
R 2
(
ex − 1− x− x2

2

)
µ(ds, dx)

)
. See Carr and Wu (2009), Jiang and Tian (2005) and Jiang

and Tian (2007) for a discussion of this approximation error.
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2 Data

The VIX is at the core of our theoretical and empirical analysis. We thus compute the

VIX following the procedure described in the CBOE white paper13 (see Appendix C) using

out-of-the-money (OTM) put and call option prices.

In Section 3 we use high-frequency observations on SPX options quotes for different

traded maturities from June 2008 to July 2010 provided by the Chicago Board Options

Exchange (CBOE) through their official Data Vendor, Market Data Express.

In Section 5 we use option prices from the OptionMetrics database from January 1996 to

June 2010. We interpolate the different maturities in order to obtain VIX at fixed horizons

of one month and one year, respectively. This choice is justified by the fact from principal

component analysis on the VIX term structure (using all available maturities), two factors

capture almost 99% of its variation. Since the two factors mimic the level and slope of the

term structure, the VIX over one month and one year horizon should contain all the relevant

information about the term structure.

The risk-free interest rate used for each maturity is the linear interpolation of the two

closest daily market yields on U.S. Treasury securities at constant maturities, provided by

the Board of Governors of the Federal Reserve System on its website.14

There are possible concerns about (i) the reliability of option prices with long maturities

and (ii) issues related to the methodology that the CBOE uses to construct the VIX. We thus

compute alternative measures of the VIX using all the available option prices and adopting

corridor-type methods as in Andersen et al. (2011). All these measures lead to very similar

implications in our setting.

Intra-day observations on the S&P 500 future index have been obtained from the Chicago

Mercantile Exchange (CME). From them we construct a one-minute grid that we use to

13The white paper can be downloaded at: http://www.cboe.com/micro/vix/vixwhite.pdf.
14http://www.federalreserve.gov/releases/h15/data.htm.
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compute the realized measure (realized volatility (RV) and the truncated variation (TV)),

as described in Appendix D.
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3 One-Factor Affine Jump Diffusion Model

To motivate the use of a multi-component volatility model to explain the variation in the

VIX dynamics, in this section we show the deficiencies of a general one factor affine model.

Using high-frequency data on option prices we can carry out our analysis in a semiparametric

fashion.

Especially in the option pricing literature, the use of a single factor affine models is still

widely spread.15 Note that, within the affine class of models, the expected quadratic vari-

ation can be computed in closed-form under both the objective and risk-neutral dynamics.

Specifically, in a one-factor affine model, Equation (7) reads:

V IX2
t,τ = ατ + βτσ

2
t , (8)

where σ2
t is the instantaneous volatility at time t. In particular, the coefficients ατ and βτ

are solely functions of the time horizon τ , which, for the VIX, is equal to thirty calendar

days. The above equation holds true even in presence of jumps in volatility as long their

intensity depends on the volatility state itself.16

The availability of intra-day option quotes allows us to compute the VIX value at each

point in time, during the trading day. We create a time-grid of fifteen seconds, from 8:30

am Central Time to 3:15 pm Central Time of SPX options quotes, from June 2008 to July

2010 (both included). With this in mind, taking the integral from t + π (i.e. 8:30 am) to

t+ 1 (i.e. 3:15 pm) on both side of Equation (8) we then get,17

∫ t+1

t+π

V IX2
s,τds = (1− π)ατ + βτ

∫ t+1

t+π

σ2
sds,

15Among the many papers that use a single factor to model the volatility dynamics there are Pan (2002),
Broadie et al. (2007).

16This is a standard assumption in the literature. See for example Pan (2002) and Eraker (2004).
17We are here making the implicit assumption that, even if the coefficients ατ and βτ depend on the time

horizon τ , they do not change significantly over a single trading day.
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which in turn leads to:

∫ t+1

t+π

V IX2
s,τds = (1− π)ατ + βτTVt + εt, (9)

where TVt is the truncated variation computed from HF data on the underlying asset and

εt is measurement error term.18 TV measure the variation due to the continuous part of

the price dynamics. Using HF observations on the cross section of option prices19 we can

approximate the integral in the left side of Equation (9), while using standard methods we

can compute the truncated variation on the right hand side (all the details about the VIX

and TV computations can be found in Appendixes C and D, respectively). At each point

in time during the trading day we use the Future price implied by the option cross section

to compute TV. Equation (9) can be interpreted as a regression whose parameters can be

estimated through Ordinary Least Squares (OLS). Importantly, the above analysis does not

rely on any specific distributional assumption regarding the price jumps (as long as the price

jump intensity is assumed to be an affine function of the volatility state).

Once we obtain the parameters α̂ and β̂, for a given value of V IXt,τ , the“implied”

instantaneous volatility can be computed as follows:

σ̂2
t =

V IX2
t,τ − α̂τ
β̂τ

.

Then it is possible to integrate σ̂2
t over the day and compare it with the truncated variation

computed from high-frequency data.

[Figure 1 should be here]

Figure 1 reports the integrated extracted “implied” instantaneous volatility from June 2008

to June 2010 along with the continuous part of the realized volatility (i.e. TV) when the

18See for example Todorov (2010) for a formal discussion of using the truncated variation as a proxy of
the integrated variance in Equation 9.

19We filter the HF option data from outliers and spurious jumps as documented in Andersen et al. (2011).
More details about our filtering procedures can be found in Appendix C.
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thirty-day VIX index is used (τ = 30). Results reported in Figure 1 suggest that a one-factor

affine model struggles to fit at the same time periods of low and very high volatility. As a

result the recovered volatility, on the one hand, is not able to reproduce transitions from high

to low volatility states and, on the other hand, it becomes negative in part of the sample.

This can be due either to the one factor specification or to the affine specification which

linearly relates volatility and expected quadratic variation. In the next section we illustrate

the source of this misspecification.

4 Facts about the VIX Term Structure

In this section we show two important facts about the VIX term structure that will guide us

in the definition of our parametric models. First, at least two factors are needed to reproduce

the variety of shape that the VIX term structure assume. Second, we provide evidence of a

strong nonlinear relationship between movements in the VIX and in the volatility process.

4.1 Nonparametric Evidence

The VIX term structure changes over time and can present different shapes. Within a one-

factor framework the model implied VIX term structure20 will be always positively sloped

whenever the current level of volatility is lower than its long run mean and negatively sloped

otherwise. This fact is largely at odd with the data.

Specifically, Table 1 reports the number of days that present a downward (upward) sloped

VIX term structure, over different volatility regimes. Even if an upward sloped term structure

is usually associated with a low volatility regime and vice versa, there is a substantial number

of days in which we observe exactly the opposite.

[Table 1 should be here]

20With VIX the term structure (TS) we define the difference between the VIX index over one year and
one month. As a result, the TS is positive (i.e upward sloped) when V IX1 > V IX1/12, and vice-versa.
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Figure 2 further presents six different representative days which show the variety of term

structure shapes that can be observed over different volatility regimes (i.e. low volatility

regimes in the left panel and high volatility regime in the right panel).

[Figure 2 should be here]

The different shapes reported in Figure 2 can only be generated using at least two different

volatility factors.21 Multi-factor volatility models have the further advance of being able to

reproduce the persistence of the volatility process, which is a crucial property of the volatility

dynamics. Indeed, as pointed out in Comte and Renault (1998), the sum of autoregressive

processes of order one can lead to a process that features log-memory. Thus, the superpo-

sition of volatility factors with different persistence levels can (i) generate flexible shapes of

the VIX term structure and (ii) mimic a long memory process.

4.2 Semiparametric Evidence

In Section 4.1 we have provide evidence in favor of a multi-factor volatility specification.

The next step is to study how the VIX and the volatility are related. There are two aspects

that need to be investigated. First, is the VIX an affine function of the volatility? Second,

does the volatility contain all the information needed to describe the VIX dynamics? In

order to answer to the first question, let the V IX2
t,τ (we here focus on τ = 1/12 and we

omit the τ subscript in the remainder of the section) be a function of {σ2
i }i=1,...,t.

22 We can

use the truncated variation (TVt) to proxy for σ2
t . Moreover, as in Corsi (2009), we assume

that the historical content of the volatility process can be summarized constructing volatility

measure over three distinct frequencies: daily, weekly, and monthly. These three frequencies

21Furthermore, principal component analysis on the VIX term structure indicated that two factors explain
99% of its variation.

22We are thus assuming that the VIX at time t is solely a function of the history of σ, up to time t. We
do not consider the effect of the risk-free interest rate for two reasons. First, it should have only marginal
impact on the thirty-day VIX. Second, we want to restrict our attention to the first-order effect, without
increasing the dimensionality of the problem.
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should contain all the relevant information about the volatility process. We can further

orthogonalize them, regressing the weekly TV over the monthly TV (TVm) and using the

residuals as a measure of the weekly variation (TVw). Analogously, we can regress the daily

TV over the monthly and weekly TV and, again, use the residuals from this regression as our

measure of daily variation (TVd). This gives us three, by construction, uncorrelated factors.

If (i)the VIX is an affine function of σ and (ii) the time series of σt effectively contains all the

information necessary to describe the VIX dynamics, then regressing V IXt on the truncated

variation measures (namely TVt,d, TVt,w, and TVt,m) should not imply any specific pattern

in the regression’s residuals. We thus estimate the following regression:

V IX2
t = a+ b1TVt,d + b2TVt,w + b3TVt,m + εt. (10)

[Figure 3 should be here]

As shown in Figure 3, the residuals are large in magnitude and show a persistent positive

autocorrelation.23 This can be due either to (i) an unspanned factor that drives the risk-

neutral expectation but it is not directly related to the volatility time series, or (ii) the

assumed linear relation between VIX and volatility. The nature of this relation could in fact

be non-linear. In order to test this hypotesis, we perform a nonparametric regression24 of

V IXt over the three TV measures:

E(V IX2
t |{σi}i=1,...,t) = f(TVt,d, TVt,w, TVt,m). (11)

Figure 4, shows the regression’s residuals. Taking into account for non-linear reactions

between V IXt and the history, up to time t, of σt reduces considerably the magnitude of

23Interestingly, this result survives to the inclusion of squared and cubed TV quantities as regressors. That
is, estimating the following regression:

V IX2
t = a+ b1TVt,d + b2TVt,w + b3TVt,m + b4TV

2
t,d + b5TV

2
t,w + b6TV

2
t,m + b7TV

3
t,d + b8TV

3
t,w + b9TV

3
t,m + εt.

the only significant coefficients are the one related to the first four terms (i.e. a, b1, b2, and b3), while all
the others are insignificant.

24We employ standard Gaussian kernels with optimally computed bandwidths.
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the residuals. Specifically, their standard deviation is almost 80% smaller than in the linear

case.25

[Figure 4 should be here]

We can thus conclude that the volatility process potentially contains all the information

needed to describe the VIX dynamics. We find no evidence of a real unspanned factor, but

we clearly find evidence of a pronounced non-linear relation between VIX and volatility.26

We make use of this evidence in the definition of our parametric models in Section 5.2.

5 Multi-Factor Volatility Model

When considering multi-factor volatility models, we can not carry out our analysis semipara-

metrically, as in Section 3, but we need to specify a parametric model. Nevertheless, the

VIX term structure and its relation with the spot volatility still contains information that

can be used to separate the volatility process into its basic constituents. The intuition be-

hind our approach is that different regions of the VIX term structure load differently on the

different volatility components. We assume the presence of two volatility factors, each one

with its own unique characteristics. One persistent factor should capture slow movement in

the volatility process. One transient factor should reproduce the short-lived spikes in volatil-

ity. Thus, the dynamics of the short-term VIX (computed using short-term options) should

depend on both volatility components. At the same time, the long-term VIX (computed

using long-term options) will be mainly driven by the persistent factor.

In the remainder of this section we analyze two possible specifications of a multi-factor

volatility model. The first one belongs to the standard affine framework proposed by Duffie

et al. (2000) and relates linearly volatility and expected quadratic variation. The second

25We have also considered the case in which only two factors are used as regressors in Equation 11. The
two most important frequencies seem to be the daily and/or weekly and the monthly.

26Within the affine framework, this non-linearity could be addressed adding one factor not related with
the volatility process, for example driving the jump intensity.
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specifications is affine after a logarithmic transformation and allows the expected quadratic

variation to be a non-linear function of the volatility states.

5.1 Affine Jump Diffusion

Within the affine framework, we choose a very general model that encompasses most of the

models proposed in the literature. The volatility dynamics is assumed to follow a two-factor

square root process (see Cox et al. 1985 - CIR henceforth). A similar model has been used

by Bates (2000). The first volatility factor is intended to capture the business cycle, while

the second volatility factor serves to generate flexible shapes of the volatility term structure,

allowing for non-monotone shapes, depending on the mean reversions of the two factors.27

Specifically, the total volatility is given by:

σ2
t = V1,t + V2,t, with (12)

dVi,t = κi(vi − Vi,t)dt+ σi
√
Vi,tdWi,t i = 1, 2.

The parameter κi controls the speed of mean reversion of the i− th volatility state towards

its long-run mean vi. In order to ensure the positivity of the process, the following restriction

(i.e. Feller’s condition) has to be satisfied: σ2
i ≤ 2viκi. We allow for a time-varying price

jump specification which depend on both volatility factors. Specifically, the right end side

side of Equation 4 specifies as:

EP
t

(∫ t+τ

t

∫

R
x2µ(ds, dx)

)
=

(∫

R
x2νP(dx)

)(
τλ0 + λ1

∫ t+τ

t

V1,sds+ λ2

∫ t+τ

t

V2,sds

)
,

where λ0, λ1 and λ2 represent the constant and time-varying jumps intensities, respectively.

Using directly the QV in our estimation, we are not able to identify the jump intensity, but

27This specification does not allow for jumps in volatility. The reasons are, on the one hand, that the
transient spikes in volatility should be captured by the second volatility factor, and on the other hand that
introducing jumps in volatility would require nonstandard estimation techniques (such as particle filtering)
which is beyond the scope of the present paper.
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only the aggregate coefficients l0, l1, and l2, that is:

li = λi

∫

R
x2νP(dx), i = 0, 1, 2. (13)

where φx(u) is the moment-generating function of the jump distribution computed in u.28

The risk premium is introduced through the following reparametrization:

κ̃i = κi + ηi i = 1, 2, (14)

where ηi represents the risk premium on the i− th volatility factor. It has to be noted that

when changing the speed of mean reversion in the CIR model, the long-run mean under

the risk-neutral measure becomes equal to viκi/κ̃i. We also allow for a flexible change of

measure for the jump component, with the jump parameters l0, l1, and l2 under P, that

under Q become l̃0, l̃1, and l̃2, respectively.

In a two-factor affine model, the squared VIX is given by the following expression:

V IX2
t,τ = EQ

t

(∫ t+τ

t

(V1,s + V2,s)ds

)
+ EQ

t

(∫ t+τ

t

∫

R
2(ex − 1− x)µ(ds, dx)

)
. (15)

Each component of the first term in the right hand side of Equation (15) reduces to:

EQ
t

(∫ t+τ

t

Vi,sds

)
= τ ṽ1 + (Vi,t − ṽi)

∫ t+τ

t

e−κ̃i(s−t)ds = τ ṽi + (Vi,t − ṽi)
1− e−κ̃iτ

κ̃i
, (16)

for i = 1, 2, while the jump component is equal to:

EQ
t

(∫ t+τ

t

∫

R
2(ex − 1− x)µ(ds, dx)

)
= τ l̃0 + l̃1

∫ t+τ

t

V1,sds+ l̃2

∫ t+τ

t

V2,sds. (17)

It is worth noting that by using directly the VIX to conduct our inference, we do not need

to take any stand on the specific jump distribution. The only assumption required is about

the functional form of the jump intensity which is assumed to be linear in the volatility

states. Different jump distributions have been proposed in the financial literature, but there

28We are making use of the following approximation: e2 ≈ 1 + x+ 1
2x

2.
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is not a commonly accepted model. Normally distributed jumps are usually employed (see

for example Broadie et al. 2007, Pan 2002, and Aı̈t-Sahalia et al. 2012), even though there

is non-parametric evidence (see Bollerslev and Todorov 2011) which shows that the normal

distribution can not reproduce the jump tails either under the statistical measure, nor under

the risk-neutral one.

5.2 Log-Affine Model

In Section 4.2 we provide evidence in favor of a nonlinear relationship between VIX and

volatility. In order to take this into account, we assume that the logarithm of the volatility

is a linear combination of two autoregressive process of order one (AR(1)).29 This leads to

the following state equation:

σ2
t = exp(α0 +

2∑

i=1

αihi,t) with (19)

dhi,t = −ρihi,tdt+ dWi,t, ρi > 0, i = 1, 2.

where α0 controls the long-run mean of the total volatility,30 α1 and α2 the volatility of

volatility of the two factors and ρi the speed of mean reversion of each factor. As in the

affine specification, we allow for both constant and time-varying jump intensities. The jump

29The logarithmic specification is a particular case of a wider class of non-linear transformations introduced
by Box and Cox (1964). Specifically, one could assume the following dynamics for σt:

(σ2
t )λ − 1

λ
= α0 +

2∑

i=1

αihi,t with (18)

dhi,t = −ρihi,tdt+ dWi,t, ρi > 0, i = 1, 2

where α0 control the long-run mean of the total volatility, αi is the volatility of volatility and ρi the speed
of mean reversion of each factor. This implies that the process for σ2

t is defined on the interval [−∞,− 1
λ ],

for λ < 0, and [− 1
λ ,+∞] for λ > 0. The logarithm specification used in this section is obtained for λ = 0.

30It is not possible to separately identify the long-run mean of the two volatility factors, but only their
sum. As a consequence, the processes h1,t and h2,t have zero mean.
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component of the quadratic variation reads:

EP
t

(∫ t

t

∫

R
x2µ(ds, dx)

)
= l0τ + l1EP

t

(∫ t+τ

t

eα0+α1h1,udu

)
+ l2EP

t

(∫ t+τ

t

eα0+α2h2,udu

)
.

(20)

where we assume that h1,t and h2,t drive separately the jump intensity and

li = λi

∫

R
x2νP(dx), i = 0, 1, 2.

The risk premium is introduced through the following reparametrization:

α̃0 = α0 + η0, (21)

ρ̃i = ρi + ηi i = 1, 2,

where η0 controls the long-run mean, while η1 and η2 the mean reversion of the volatility

states, under Q. Similarly to the affine model, we allow all the jump parameters (i.e. l0, l1,

and l2) to change in moving from the statistical to the risk neutral measure (l̃0, l̃1, and l̃2).

The first term in Equation (4) is specified as follows:

EQ
t

(∫ t+τ

t

σ2
udu

)
=

∫ t+τ

t

exp

(
α̃0 +

2∑

i=1

αie
−ρ̃iuhi,t + α2

i

(1− e−2ρ̃iu)

4ρ̃i

)
du. (22)

The above equation is easily computed using numerical integration. While for the second

term in Equation (4) (i.e. the jump component) we have:

EQ
t

(∫ t+τ

t

∫

R
x2µ(ds, dx)

)
= l̃0τ + l̃1EQ

t

(∫ t+τ

t

eα0+α1h1,udu

)
+ l̃2EQ

t

(∫ t+τ

t

eα0+α2h2,udu

)
.

(23)

5.3 Estimation

For both affine and log-affine models, the dynamics of the state variables can be effectively

approximated by a normal distribution. This allows to conduct inference using standard

filtering technique: the linear Kalman filter can be employed to estimate the affine specifi-

cation, while the Unscented Kalman filter (UKF) can be used to deal with the non-linearity

of the VIX formula in the log-affine model.
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5.3.1 The Filtering Problem

The models in Sections 5.1 and 5.2 can be cast in a standard state-space framework. Specif-

ically,

state equation: ζt+1 = F (ζt) + εt+1, (24)

measurement equation: yt = G(ζt) + ut, (25)

where

εt+1 ∼ N(0,Ψ(ζt))

and

ut ∼ N(0,Υ(yt−1)).

Both Ψ and Υ are assumed to be diagonal matrices whose non-zero components depend

on the past values of the states and the observables, respectively (their specific functional

form will depend on the specific model to be estimated and it will be specified in the next

sections). In the measurement equations this implies that we allow for a larger error when

the observed variable assume high values. In our case, ζt is a vector in R2 which represents

the volatility states, while yt is vector in R4 whose components are given by the following

quantities:

1. y1,t: the squared VIX constructed over 30 calendar days (V IX2
t,1/12) (we will often refer

to this variable as VIX short or V IXs);

2. y2,t: the squared VIX constructed over 365 calendar days (V IX2
t,1) we will often refer

to this variable as VIX long or V IXl);

3. y3,t: the continuous part of the QV as measured by the truncated variation, TV ;

4. y4,t: the expected quadratic variation over 30 days under the physical measure (EP
t [QVt,1/12]).
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The QV is estimated using the ex-post realized variation measured by the Realized

Volatility (RV).

We refer to Appendix D for a detailed description of TV and RV computation. Intuitively,

the first two equations should help to separate the asset’s volatility and, at the same time, to

identify the jump parameters under the risk-neutral distribution. The third equation should

put some discipline in the deconvolution, ensuring that the filtered volatility states are

coherent with the statistical measure. Finally, the last equation should convey information

about the jump parameters under the physical measure. Specifically we use the reduced

form HAR model of Corsi (2009) to measure the expected quadratic variation.31 Although

assuming a model to forecast the QV is prone to introduce some misspecification in the

measurement equation used in our inference, the HAR model has been used extensively in

different econometrics and financial contexts (see for example Bollerslev and Todorov 2011,

Andersen et al. 2010, and Corsi et al. 2012 among many others) and it is in general considered

reliable for the problem at hand. Figure 6 shows the time series of the relevant quantities

used as measurement equations in the state space model estimation and in Table 2 we report

summary statistics for each series.

[Figure 6 should be here]

[Table 2 should be here]

We refer to Appendix A and B for a detailed description of the KF and the UKF implemen-

tations.

31The HAR assumes that the future QV is a linear function of the previous day, week, and month realized
volatility, respectively. Specifically, we estimated the model on the logarithm of the RV (which makes the
time series almost homoskedastic) and then we retransformed the data taking into account the convexity
adjustment due to the logarithmic transformation.
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6 Empirical Analysis

6.1 Estimation Results

The parameter estimates for the affine and log-affine models are reported in Table 3.

The two models show a very persistent volatility component with half-life32 ranging

between one year (κ1 = 0.68) in the affine case to 4 months (ρ2 = 2.2) in the log-affine

model. Its dynamics capture the state of the business cycle. The second factor has a shorter

half-life of about one month (its mean reversion coefficient ranges from κ2 = 7.1 for the affine

model to κ1 ≈ 8.7 in the log-model) and it is characterized by a high level of volatility (i.e.

σ2 >> σ1 and α1 >> α2). The second factor is responsible for reproducing transient spikes

in volatility which are usually only reflected in the short term VIX, but have no impact on

the long term volatility.

Under the statistical measure, both models show evidence of a statistically significant

constant jump intensity (l0 is significantly different from zero), with the log-affine model also

implying a significant jump component related to the transient factor (i.e. l1 is significantly

different from zero).

In terms of variance risk premium (VRP) the persistent volatility factor carries a positive

risk premium in all cases (it becomes more persistent under the risk-neutral measure, i.e.

η1 > 0), while the transient factor a negative one. The latter, interestingly, becomes very

short-lived (η2 < 0 ) under the risk-neutral measure, suggesting that two almost uncorrelated

factors drive the short and long ends of the VIX term structure. This result confirms the

idea that the short and long end of the VIX term structure effectively follow very different

dynamics and thus provide information to disentangle the persistent and transitory volatility

components.

Regarding the jump risk premium, in the affine framework there is evidence of a positive

32The annualized half-life, τh, can be computed inverting the equation: e−κτh = 0.5, that is τh = log(2)/κ,
where κ represents the mean reversion coefficient.
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premium related to both short- and long-term volatility factors, while in the log-affine model

all the estimates are not significantly different from zero. This implies that, in the affine

framework, jumps are necessary to generate the high spikes that we observe in the short term

VIX, while, in the log-affine model, the non-linearity inherent in the volatility dynamics is

able reproduce the variation in the short-term VIX.33

[Table 3 should be here]

Moving from a one-factor to a two-factor model (either affine or log-affine) greatly helps

in reconciling P and Q dynamics. In Figure 5 we report the filtered continuous variation

from the log-affine model along with the TV obtained using HF Futures prices. Compared

to the result obtained within a one-factor affine model reported in Figure 1, the two-factor

specification consistently tracks with high precision the traditions from high to low volatility.

The overall improvement is clearly significant.

[Figure 5 should be here]

6.2 Pricing Performance

In this section we rank the affine and log-affine model in terms of their in-sample pricing

performances.

First, looking at the magnitude of the parameters wi (i = 1, ..., 4, reported in Table 3)

that determine the conditional volatility of the measurement equation errors, we see that in

case of the log-affine model they are from 20% to 80% smaller than the corresponding ones

in the affine specification. The most evident improvement can be ascribed to the second

measurement equation which correspond to the long-term VIX. There, the log-specification

reduces the conditional variance by 80%.

33This, however, could also be due to the fact that the VIX index might not carry enough information
to precisely estimate the jump distribution, compared to OTM options for example. The price of the latter
mainly depends upon the price jump distribution but the use of options for the non-linear model estimation
is computationally prohibitive.
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Second, in Table 4 we report the Mean Absolute Error (MAE), the Mean Squared Error

(MSE), and the Mean Absolute Percentage Error (MAPE) for the forecasting error êt =

yt−yt|t−1 (i.e. the one step ahead forecast for the quantities used as measurement equations).

All the statistics confirm a very small error in predicting the long term VIX, while the larger

errors correspond to the forecast of the continuous variation and the short term VIX. In 11

cases out of 12 the log-affine model produces smaller pricing errors.

[Table 4 should be here]

Overall the results show that the log-affine model is superior with respect to the affine

counterpart.

6.3 Interpreting the Extracted Volatility Factors

Both models (i.e. affine and log-affine) filter out a very persistent factor representing the

business cycle, while the second factor, even though it is far less persistent (its half life is

about one month), still shows some noticeable autocorrelation. This is a direct consequence

of using the VIX term structure in the estimation and it is very different from what is usually

obtained using only the information contained in the log-returns as, for example, in Chernov

et al. (2003) and Christoffersen et al. (2008). There, the second factor is usually found to

be very noisy and not significantly persistent.

Figures 7 reports the extracted volatility states for the affine model.

[Figure 7 should be here]

Interestingly, even if the volatility factors are assumed to be independent, the two filtered

states are strongly positively correlated (correlation is equal to 0.38). On the other hand,

the log-affine model correctly recovers two independent factors (correlation is equal to 0.02).

Comparing the filtered states across the two models, the persistent factors extracted from

the affine and log-affine models are very strongly correlated (the correlation coefficient is
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around 0.9). The main difference comes from the transient factors where, even if they are

still positively linked, the correlation is around 0.7.

Within the log-affine model, we find a strong correlation between the extracted factors

and relevant economic variables. Specifically, as shown in Figures 8 and 9 and reported in

Table 5, the persistent factor is strongly correlated (correlation is equal to 0.7) with the

corporate spread (i.e. the difference between the Merrill Lynch US Corporate BBB Effective

Yield and the Merrill Lynch US Corporate AAA Effective Yield indexes34) which captures

the long-term uncertainty in the economy. In fact, as shown in Gilchrist and Zakrajsek

(2012), corporate bond credit spread (and similar measures) predict to a large extent payroll

employment, unemployment rate, industrial production, and the gross domestic product

(GDP).

[Figure 8 should be here]

The transient factor is positively correlated (correlation is equal to 0.35) with the difference

between the three months commercial papers and the three months T-bill yields, which

captures the short term riskiness in the economy.35

[Figure 9 should be here]

The aforementioned identification becomes weaker when considering the affine model since

both (persistent and transient) volatility factors are correlated with the corporate spread.

[Table 7 should be here]

It is interesting to note the different role of the two factors especially during high volatility

periods in explaining the dynamics of the VRP. Specifically, in Figure 10 we identify the fifty

34Similar results are obtained using Moody’s AAA and BAA indexes. Considering the BBB index instead
of the BAA makes the correlation with the persistent factor stronger.

35The prime rate is used often to compute the interest rate of adjustable rate mortgages (ARM) and
short-term loans in general. It is used by many credit cards and home equity lines of credit with variable
interest rates (plus a constant spread).
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days that experienced the largest negative volatility movements.36

[Figure 10 should be here]

In Figure 11 we then report, for the forty days before and hundred days after the occurrence

of the volatility drop, the average level of the VIX index and the average RV over the

next thirty days. The difference between the two lines can effectively be interpreted as the

VRP. The interesting feature is that after the volatility drop the VIX index moves above the

average RV, thus generating a consistent VRP. In order to explain this evidence, in Figure 12

we report the average value of the persistent and transient volatility factors.

[Figure 12 should be here]

Interestingly, the transient component declines sharply immediately after the shock, being

thus responsible for reconciling Q and P dynamics (i.e. generating the overall volatility

decrease). At the same time, the persistent component goes exactly in the opposite direc-

tion, increasing for almost thirty days after the shock, basically driving the risk premium

component that remains high even during the volatility decreasing phase, as can be seen in

Figure 11.

In the next section we study the VRP term structure dynamics in order to understand

which are its drivers and what is its informational content.

36We use the RV as a measure of the daily volatility. Nothing changes if one considers the largest positive
days, since usually a large negative movement follows a large positive one, so effectively the two cases are
closely related.
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6.4 Variance Risk Premium

As described in the previous sections, the log-affine specification improves upon the stan-

dard affine framework along several dimensions: (i) it produces an overall better fit to the

dynamics of the VIX and TV; (ii) it extracts two independent volatility factors; (iii) and the

extracted factors are clearly related to relevant economic quantities describing the state of

the economy over different time horizons. We will thus use the log-affine model to analyze

the variance risk premium term structure and its dynamics in the reminder of the paper.37

6.4.1 Variance Risk Premium Term Structure

The average VRP term structure, between January 1996 to June 2010, is slightly upward

sloped: the one month VRP is equal to 4.77%, while the one year VRP is equal to 5.22%.38

However, even if on average the VRP term structure seems to be almost flat, it shows a

very rich dynamic with alternating periods of higher compensation at the short-end and at

the long-end of the term structure. Specifically, in Figure 13 we report the VRP over three,

six, and twelve months.39

[Figure 13 should be here]

A careful look at Figure 13 shows that the VRP term structure is steeply downward sloped

at the beginning of crises such as the Iraq crisis at the end of 1997, the LTCM crisis in

September 1998, during September 2001, and the housing bubble at the end of 2008 (the

shaded areas). In those periods investors seem to be extremely concerned about the very

short term impact of the crisis, thus inducing high spikes in the short term VRP which

then decreases over longer horizons. Especially during the 2008 financial crisis we observe

37As a robustness check we have performed the same analysis on the VRP and VRP term structure
generated by the two-factor affine model and all the main results exposed in the next sections hold true.

38This is consistent with the results reported in Aı̈t-Sahalia et al. (2012) and Amengual (2009).
39For the expected quadratic variation under the risk neutral measure we use directly the VIX index over

the corresponding maturity instead of using the model implied VIX, because both models are not able to
fully capture the spikes in the short-term VIX.
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an initial large premium demanded over the short term. At that point, it was not clear

how persistent the crises would have been and the compensation over the longer horizons

was not affected. However, after a few months, starting in the beginning of 2009 (while the

total variation decreases) we observe a steep increase in the long-term variance risk premium

that eventually surpasses the short-term one, thus reflecting investors’ concerns about the

economic situation at longer horizons. Otherwise the VRP at the long end tends generally

to be higher than the one at the short end. One possible interpretation of this result is that,

in quiet periods, investors are concerned about a possible future downturn of the economic

situation and thus they require a higher compensation over longer horizons.

Is this information peculiar of the VRP term structure or could the VIX term structure

be used instead? To the best of our knowledge there is no clear answer in the literature

to this question, and one could naively think that the two tend to be positively associated.

That is, is it true that when the VIX term structure is downward sloping the VRP term

structure is downward sloped too? In the next section we study the nature of this relation

and we show that the VRP and VIX term structures are indeed different and incorporate

different information.

6.4.2 VIX and VRP Term Structure

In this section we show that the connection between VIX and VRP term structure is clearly

not trivial and they show very different dynamics and thus they carry different information.

We begin with reporting in Table 6 the number of days, over the sample from January 1996

to June 2010, that display concordant (first row-first column and second row-second column)

and opposite (first row-second column and second row-first column) slopes of VIX and VRP

term structures.

[Table 6 should be here]
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As can be seen, even if the VIX and VRP term structures tend to be positively related, in

30% of the cases they show opposite sign.

In order to understand this evidence, in Figure 14, we explicitly identify those days

and we over plot them on the VIX time series. Basically, the black dots in the top left

(bottom right) panel of Figure 14 are days for which both VIX and VRP term structures

are downward (upward) sloped. On the contrary, the top right panel (bottom left) identifies

those days that show a downward (upward) sloped VIX but an upward (downward) VRP

term structure.

Moreover, in Figure 15 we report the average VIX and VRP term structure over the

four different cases. On average, VIX and VRP term structure are both downward (upward)

sloped in high (low) volatility regimes. However, as shown in the top right panels of Figure 14,

there is a consistent number of days which display a decreasing VIX level but an increasing

variance risk premium (with respect to the time horizon).

[Figure 14 should be here]

This happens in period of high volatility whenever investors perceive the uncertainty as being

persistent and thus reflected in high level of the slow moving volatility component, which

carries a positive volatility compensation.

[Figure 15 should be here]

A clear example can be traced back during the financial crisis in 2008. There, at the

beginning we have a spike in volatility which is initially perceived as transitory and short

lived; this generates the common downward sloped VIX and VRP term structure. However,

as the crises is perceived as being long lasting, the persistent volatility factor rises, while

the short-lived one drops. The combination of high volatility, along with high level of the

uncertainty related to the business cycle generates a downward sloped VIX term structure

but an upward sloped VRP term structure, with investors requiring a higher compensation
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over longer horizons. This shows the importance of deconvoluting the volatility into its

main components. The total level of volatility is not sufficient to separate the variance

compensation over different horizons.

In the next section we show that the VRP term structure significantly predicts future

excess returns in high volatility periods, thus showing that it indeed correctly captures

investors’ expectations about the future economic activity.

6.4.3 Variance Risk Premium Term Structure and Expected Returns

Equity risk premium and variance risk premium are highly connected, so it is reasonable to

expect that the latter predicts future expected returns. Bollerslev et al. (2009) show that in

a general equilibrium model, variance compensation arises because of investor’s uncertainty

about consumption’s volatility. They show that the VRP indeed predicts excess expected

returns, with the maximum predictive power over quarterly horizon. As a measure of VRP

they adopt the difference between the thirty-day VIX and the average RV over the previous

month. This relies on the assumption that, given the persistence of the volatility process,

its average value over the previous month can be considered as a proxy for the following

month conditional expectation (which enters in the definition of the variance risk premium,

see Equation 1). While this approximation can be considered accurate in general, it might

produce counterintuitive results in periods of high volatility, when the persistence of the

volatility process is lower. In high volatility regimes the future expected volatility should

revert toward its long-run mean (with a rate depending on the process’ mean reversion).

Our measure substantially differ for the use of the conditional expected variation under the

historical measure, which is a function of the persistent and the transient factors in our

model. We show that taking this into account in estimating the VRP increased the excess

return predictability. For ease the notation, in the remainder we will refer to the VRP

estimated according to Bollerslev et al. (2009) as BTZ, while we will use VRP to refer to
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our measure of variance compensation.

We consider also other standard predictor variables. Specifically, we obtain the price over

earning (P/E) and price over dividend (P/D) from Standard & Poor’s. The default spread

(i.e. the difference between Moody’s BAA and AAA corporate bond spreads) and the interest

rate spread (i.e. the difference between the ten-year and the three-month Treasury yields)

are obtained form the Federal Reserve Bank of St. Louis website. We have a total of 171

monthly observations.

In the left panels of Figure 19 we report the results (t-statistics and R squared) of the

univariate regressions of the h-month (with i = 1, .., 12) S&P500 excess return on BTZ and

VRP (individually). As expected the BTZ variable has a peak, in terms of explanatory

power, around three months and it is significant over all horizons.

[Figure 19 should be here]

On the contrary, VRP becomes significant from the five-month horizon onwards. The two

measures seem to explain the expected return over different frequencies: BTZ has more

significance over short horizons, while VRP over longer horizons. The same conclusion arises

if we control both regressions for the level the thirty day VIX, the corporate and interest

rate spread, price over earning and price over dividend. The results are reported in the right

panels of Figure 19.

Regressing excess returns over both BTZ and VRP further shows their different infor-

mational content. Specifically, in the left panels of Figure 20 we report t-statistics and R

squared from the multivariate regression of the h-month (with i = 1, .., 12) S&P 500 excess

return on both BTZ and VRP jointly.

[Figure 20 should be here]

The BTZ factor remain only marginally significant after six months, while the VRP factor

becomes significant. Interestingly, after controlling for the standard predictive variables, BTZ
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looses significance, while VRP remains significant from six to twelve months. This suggests

that correctly incorporating expectation about future volatility increases the predictive power

of the VRP.

The next natural step is to investigate whether the VRP term structure (VRP TS)

carries relevant information for predicting future excess return. The VRP term structure

effect should be larger in periods of high volatility, when its slope becomes highly informative

about investors’ expectations. We define the VRP TS as the difference between the one-year

and one-month VRP, as:

V RPTSt = V RPt,1 − V RPt,1/12. (26)

We thus isolate in our sample, two periods of high volatility. The first between January

1997 and December 2002. The second between January 2007 and June 2010. This leave us

with a total of 111 monthly observations. In order to test this hypothesis, in the left panels

of Figure 21 we report t-statistics and slope coefficients for both VRP and VRP TS when

used as regressors to predict future h-month (with i = 1, .., 12) S&P500 excess return. As

expected, the VRP remains highly significant, while the VRP TS has effect only over longer

horizons. Their effect become even stronger after the inclusion of the standard predictive

variables (see right panels of Figure 21 and controlling for the VIX term structure as well).

[Figure 21 should be here]

Specifically, Johnson (2011) shows that the VIX term structure predicts excess returns.

We show that is the variance compensation part of the VIX term structure that contains

information about future excess returns. This shows that not only our measure of VRP TS

has clear economic relevance but also that VIX and VRP TS contain different information,

as pointed out in Section 6.4.2.40

40In order to confirm our findings we have also performed the predictive regressions using the “robust
regression” method. This method is designed to down weight the importance of extreme observations (or
outliers) and it should thus deliver more robust estimates. In Appendix E we show that the robust regression
confirms our results.
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7 Conclusion

In this paper we study the variance risk premium term structure. We show that its dynamic is

highly nonlinear with respect to the volatility process. We decompose the volatility into two

factors that operate over different frequencies. The decomposition allows us to understand

short- and long-term effects of volatility movements on the variance risk premium and its

term structure. Our results both confirm the predictive power of the thirty-day VRP to

explain future excess returns and show that in high-volatility periods the VRP term structure

provides additional significant information to forecast expected returns.

The next step is to decompose the VRP into its jump and continuous components and

study how they evolve through time and over different horizons. For this latter purpose the

VIX does not contain enough information about the price jump distribution. Such a study

requires an extensive use of plain-vanilla options, especially out-of-the-money puts and calls

whose price mainly depends on the tails of the risk-neutral distribution. Andersen, Fusari,

and Todorov (2012) propose a natural framework that can be effectively used to carry out

inference using large option panels. We leave this for future research.
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Table 1: VIX term structure.

TV ≤ Q25 Q25 < TV ≤ Q75 TV > Q75

Downward sloping TS 145 748 730

Upward sloping TS 751 1048 160

Note: Number of days with upward and downward sloping VIX term structure
for different volatility regimes. Q25 and Q75 represent the 25th and 75th
quantiles of the truncated variance (TV) used to approximate σ2

t .

Table 2: Descriptive statistics

Mean Std. Q5 Q25 Q50 Q75 Q95

V IXS 0.2207 0.0886 0.1170 0.1616 0.2069 0.2521 0.3866

V IXL 0.2160 0.0586 0.1401 0.1695 0.2106 0.2428 0.3136
√
TV 0.1668 0.0966 0.0732 0.1046 0.1459 0.1967 0.3304

√
EP(RV1/12) 0.1737 0.0678 0.0985 0.1258 0.1630 0.2006 0.2963

Note: Mean, standard deviation and, 5th, 25th, 50th, 75th, 95th quantile of
the VIX index over one month (V IXS ) and one year (V IXL) days), of the
squared root of the truncated variation (

√
TV ), and of the expected quadratic

variation over one month (
√
EP(RV1/12)).
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Table 3: Parameter estimates

2F Affine 2F Log-Affine

v1 0.0129
(0.0062)

α0 −4.1311
(0.0756)

κ1 0.6869
(0.3340)

ρ1 8.7901
(0.1536)

σ1 0.1336
(0.0030)

α1 2.7693
(0.0455)

v2 0.0165
(0.0015)

κ2 7.0659
(0.4088)

ρ2 2.3176
(0.2011)

σ2 0.4833
(0.0067)

α2 0.9620
(0.0344)

l0 0.0005
(0.0004)

l0 0.0001
(2.5390e−05)

l1 0.0129
(0.0229)

l1 0.1208
(0.0215)

l2 0.0093
(0.0136)

l2 1.9317e− 05
(0.0058)

η0 0.70989
(0.029561)

η1 0.58295
(0.32844)

η1 10.992
(0.50084)

η2 −40.023
(4.2026)

η2 −1.9518
(0.16733)

l̃0 0.0007
(0.0007)

l̃0 8.245e− 05
(5.1464e−05)

l̃1 2.0907
(0.0716)

l̃1 0.0001
(0.0161)

l̃2 1.4219
(0.1884)

l̃2 2.4882e− 05
(0.0101)

w1 0.0029
(5.4646e−05)

w1 0.0022
(3.3649e−05)

w2 0.0003
(2.9191e−06)

w2 5.2255e− 05
(1.0592e−06)

w3 0.0063
(7.9298e−05)

w3 0.0047
(5.4419e−05)

w4 0.0001
(7.1473e−06)

w4 6.482e− 05
(5.2628e−06)

Log-likelihood 64, 572 66, 900

AIC −129, 125 −133, 784

BIC −129, 070 −133, 735

Note: Two-factor affine model in Sectoin 5.1 (first column) and two-factor log-affine model
in Section 5.2 (second column).
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Table 4: Pricing performance (in percentage)

V IX1/12 V IX1

√
TV

√
E[RV1/12] V IX1/12 V IX1

√
TV

√
E[RV1/12]

Affine Model Log-affine Model

MAE 2.0763 0.5283 2.9104 0.8321 1.8552 0.3874 2.7510 0.8265

RMSE 3.0363 0.8956 4.4980 1.2168 2.7107 0.7634 4.3021 1.2542

MAPE 9.1459 2.5303 18.1773 4.7625 8.1954 1.8167 16.2367 4.6692

Note: Mean Absolute Error (MAE) Root, Mean Squared Error (RMSE), and
Mean Absolute Percentage Error (MAPE) for the forecasting error êt = yt −
yt|t−1.

Table 5: Correlation between volatility factors and economic indicators

Presisitent Vol. Transient Vol.

Affine

BBB-AAA 0.75 0.41

BPLR-TBill 0.08 0.31

Log-Affine

BBB-AAA 0.69 0.16

BPLR-TBill 0.10 0.38

Note: BBB-AAA represents the difference between the Merrill Lynch US Corporate BBB
Effective Yield and the Merrill Lynch US Corporate AAA Effective Yield indexes, while
BPLR-TBill is the difference between the Bank Prime Loan Rate and the three months
T-Bill yields.
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Table 6: VIX and VRP term structures

V RPS > V RPL V RPS < V RPL Total

V IXS > V IXL 987 636 1,623

V IXS < V IXL 408 1,551 1,959

Total 1,395 2,187 3,582

Note: Number of days for different combinations of VIX and VRP term structure slopes.
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Figure 1: Dark line: truncated variation obtained from intra-day observations. Light gray
line: volatility implied from a one-factor affine model.
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Figure 2: VIX term structure. Left Panel : low volatility regime; Right Panel : high volatility
regime.
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Figure 3: Linear regression. Top Panel: CBOE VIX (dark gray line) and linearly fitted
(light gray line) VIX. Middle Panel: Residuals of the difference between CBOE VIX and the
linearly fitted VIX. �Bottom Panel: Autocorrelation of the residuals.
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Figure 4: Nonparametric regression. �Top Panel: CBOE VIX (dark gary line) and nonpara-
metrically fitted (light gray line) VIX. Middle Panel: Residuals of the difference between
CBOE VIX and the nonparametrically fitted VIX. Bottom Panel: Autocorrelation of the
residuals.
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Figure 5: Dark line: truncated variation obtained from intra-day observations. Light gray
line: volatility implied from a one-factor affine model.
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Figure 6: Top Panel : CBOE VIX index over one month; Second Panel : CBOE VIX index
over one year; Third Panel : Truncated variation computed from intra-day observations;
Bottom Panel : Expected log-return quadratic variation over 1 month.
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Figure 7: Variance components implied by a two-factor affine model and their autocorrelation
function.
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Figure 8: Top Panel: persistent variance component implied by a two-factor log-affine model;
Bottom Panel: difference between the Merrill Lynch US Corporate BBB Effective Yield and
the Merrill Lynch US Corporate AAA Effective Yield indexes.
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Figure 9: Top Panel: transient variance component implied by a two-factor log-affine model;
Bottom Panel: difference between the Bank Prime Loan Rate and the three-months T-Bill
yields.
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Figure 10: Log-return quadratic variation from January 1996 to June 2010. Dots represent
days with the twenty most extreme negative volatility decreases.
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Figure 11: Impulse-response around a negative volatility movement. Average Realized
Volatility (

√
RVt,t+1/12) and CBOE VIX.
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Figure 12: Impulse-response (log-affine model) around a negative volatility jumps. Average
values of the persistent and the transient variance components.
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Figure 13: VRP implied by a two factor log-affine model. Top Panel: 30 (gray line) and
ninety (dark line) days VRP. Mid Panel: 30 (gray line) and 180 (dark line) days VRP. Mid
Panel: 30 (gray line) and 365 (dark line) days VRP.
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Figure 14: VIX and VRP term structures. The gray line represents the CBOE VIX. The dots
identify days for which: V IXS > V IXL and V RPS > V RPL (top left panel); V IXS > V IXL

and V RPS < V RPL (top right panel); V IXS < V IXL and V RPS > V RPL (bottom left
panel); V IXS < V IXL and V RPS < V RPL (bottom right panel).
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Figure 15: Relationship between VIX (solid line) and
√
E(RV ) (dotted line) term structures

for periods when: V IXS > V IXL and V RPS > V RPL (top left panel); V IXS > V IXL and
V RPS < V RPL (top right panel); V IXS < V IXL and V RPVS > V RPL (bottom left panel);
V IXS < V IXL and V RPS < V RPL (bottom right panel).
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Figure 16: Left Panels: Newey-West t-statistics and adjusted R squared from the univariate
regressions of h-period S&P 500 return on BTZ and VRP. �Right Panels: Newey-West t-
statistics and adjusted R squared from the univariate regressions of h-period S&P 500 return
on BTZ and VRP with VIX, log(P/D), corporate spread and interest rate spread used as
controls. All the regressions are based on monthly observations from January 1996 to June
2010.
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Figure 17: Left Panels: Newey-West t-statistics and adjusted R squared from the multivari-
ate regression of h-period S&P 500 return on BTZ and VRP. Right Panels: Newey-West
t-statistics and adjusted R squared from the multivariate regressions of h-period S&P 500
return on BTZ and VRP with VIX, log(P/D), corporate spread and interest rate spread
used as controls. All the regressions are based on monthly observations from January 1996
to June 2010.
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Figure 18: Left Panels: Newey-West t-statistics and adjusted R squared from the multivari-
ate regression of h-period S&P 500 return on VRP and VRP term structure (TS) defined as
the difference between VRP over one year and VRP over one month. Right Panels: Newey-
West t-statistics and adjusted R squared from the multivariate regressions of h-period S&P
500 return on VRP and VRP TS, VIX TS, log(P/D), log(P/E), corporate spread and in-
terest rate spread used as controls. All the regressions are based on monthly observations
from January 1997 to December 2002 and from January 2007 to June 2010.
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A Affine Case: Kalman Filter

In the affine framework, the state equation can be easily discretized and cast into a linear

state space model. As a consequence, inference can be conveniently conducted through the

standard Kalman Filter (KF) and Maximum Likelihood (ML).

Specifically, the state equations can be easily discretized and approximated by a Gaussian

process that matches the first two conditional moments. That is, for i = 1, 2:

Et [Vi,t+∆t] = Vi,t e
−κi∆t + vi

(
1− e−κi∆t

)
, (27)

Vt [Vi,t+∆t] =
σ2
i

κi
Vi,t
(
e−κi∆t − e−2κi∆t

)
+
σ2
i

2κi

(
1− 2e−κi∆t − e−2κi∆t

)
.

The above approximation biases the parameter estimation, which is not consistent anymore,

but the effect has been documented to be very small in Duan and Simonato (1999) and

de Jong (2000). That is, in Equation (25), F (·) is a function on R2 to R2 with the i − th

(for i = 1, 2) element given by:

Fi(Vt) = Vi,t e
−κi∆t + vi

(
1− e−κi∆t

)
, (28)

while the i− th diagonal element of the variance-covariance matrix Ψ is:

Ψi,i(Vt) =
σ2
i

κi
Vi,t
(
e−κi∆t − e−2κi∆t

)
+
σ2
i

2κi

(
1− 2e−κi∆t − e−2κi∆t

)
.

We follow Equations (16) and (17) to define G(Vt) and we assume

Vt [uj,t] = Υj,j(yj,t−1) = wjyj,t−1 for j = 1, . . . , 4

for the conditional variance of the measurement error, Υ. Thus, we allow for a larger pricing

error in an high volatility regimes and it is analogous to the variance of the realized volatility

estimator. The state space model can be then parametrized as:

Vt+1 = c+BVt + εt+1, (29)

yt = α + βVt + ut. (30)
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The elements of the 2x1 and 4x1 vectors c and α and the elements of the 2x2 and 4x4

matrices B and β can be easily inferred from Equations (28), (16), and (17).

The estimation is carried out following following two steps:

• Projection phase: in which the one-step-ahead forecast of state variables and their

variance-covariance matrix are computed according to Equation (30):

Vt|t−1 = c+BVt−1|t−1 (31)

Pt|t−1 = BPt−1|t−1 + Ψ. (32)

• Updating phase: in which the information contained in the observable quantities is used

to revise the estimation of the state variables and their variance-covariance matrix:

Kt|t = Pt|t−1β
′ [βPt|t−1β

′ + Υ
]−1

= Pyt,VtP
−1
yt (33)

Vt|t = Vt|t−1 +Kt|t
(
yt −

(
α + βVt|t−1

))

Pt|t =
[
I −Kt|tβ

]
Pt|t−1.

Inference is conducted using Maximum Likelihood (ML) on the prediction error

et|t−1 = yt −
(
α + βVt|t−1

)

and its variance-covariance matrix

E[et|t−1e
′
t|t−1] = Pyt = βPt|t−1β

′ + Υ.

B PN-Affine case: Unscented Kalman Filter

In the power normal framework we employ the Unscented Kalman Filter (UKF) to deal

with the nonlinearity of the VIX with respect to the volatility factors (as can be seen, for

example, from Equation 22). This rules out the use of the linear Kalman Filter used for the
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estimation of the affine model in Section A and leads to the use of the UKF to cope with

the nonlinearity in the measurement equation.

The UKF has been introduced in the engineering literature by Julier (2000) and Julier

and Uhlmann (2004) and used recently by Carr and Wu (2004) and Christoffersen et al.

(2012) in a financial context.

Specifically, in our case, the state equations are linear and can be discretized as follows:

hi,t+∆t = hi,t + e−ρi∆thi,t + εi,t, ρi > 0, i = 1, 2, 3. (34)

In this case there is only a time discretization while the process is genuinely Gaussian.

That is, in Eq. (25), the i− th component of the function F (·) is given by:

Fi(ht) = hi,t + e−ρi∆thi,t,

while:

Ψi,i(ht) =

(
1− e−2ρi∆t

2ρi

)
.

For the measurement equation we follow Equations (22) and (23) (and the corresponding

equations in the case of the optimal transformation with λ < 0) to define G(ht), while for

the conditional variance of the measurement error, Υ, we assume:

Vt [uj,t] = Υj,j(yt−1) = wjyj,t−1.

In this way, as in the affine model, we allow for a larger pricing error in a high volatility

regime.

The unscented Kalman Filter can be seen as a quasi maximum likelihood type of esti-

mation, since it discretizes the state variables distribution with few points (like a trinomial

tree), assuring the correct specification of the mean and the variance, but not of the higher

moments (we refer to Christoffersen et al. 2012 for all the technical details about the UKF

implementation).
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• Definition of the sigma-points : in which a set of point is generated such that the tran-

sition density of the state variables is approximated by a normally distributed random

variable which preserve the first two moments of the true (but possibly unknown)

distribution:

χ0,t−1 = ht−1|t−1, (35)

χk,t−1 = ht−1|t−1 +
√

(N + λ)Pt−1|t−1 k = 1, · · · , N

χk,t−1 = ht−1|t−1 −
√

(N + λ)Pt−1|t−1 k = N + 1, · · · , 2N,

where N is the number of state variables and

λ = a2(N + κ)−N.

The constant a lies between 0.0001 and 1 and determines the spread between the sigma

points around ht−1|t−1. κ is a positive constant used to scale the kurtosis of the sigma

point distribution when desired. In practice, it is usually set to zero or to 3−N .

• Nonlinear transformation of sigma-points : in which the sigma-point are then projected

forward, according to equation (25):

χ∗k,t|t−1 = F (χk,t−1|t−1).

• Computation of prior state and covariance matrix of latent state, weighting the sigma-

point with the following quantities

W c
0 =

λ

N + λ
+ 1− a2 + b, (36)

Wm
0 =

λ

N + λ
+ 1− a2 + b, k = 0

W c
k = Wm

k

1

2(N + λ)
k > 0,
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where b is a scaling constant. For Gaussian distributions it is set to two, which is

optimal. We can then compute the prior state and its variance-covariance matrix as

ht|t−1 =
2w∑

k=0

Wm
k χ

∗
k,t|t−1 (37)

Pt|t−1 = W c
k

[
(χt|t−1 − ht|t−1)(χt|t−1 − ht|t−1)′ + Ψ

]
.

(38)

• Updating phase: in which the information contained in the observable variables is

used to improve the estimation of the state variables. Specifically, given the projected

sigma-point we can compute the model-implied observables as follows:

Yk,t|t−1 = G(χ∗k,t|t−1),

yt|t−1 =
2w∑

k=0

Wm
k Yk,t|t−1, (39)

Pyt =
2w∑

k=0

W c
k [(Yk,t|t−1 − yt|t−1)(Yk,t|t−1 − yt|t−1)′] + Υ,

Pht,yt =
2w∑

k=0

W c
k [(χk,t|t−1 − ht|t−1)(Yk,t|t−1 − yk,t|t−1)′] + Υ,

which can then be used in the updating phase:

Kt|t = Pht,ytP
−1
yt , (40)

ht|t = ht|t−1 +Kt|t(yt−yt|t−1),

Pt|t = Pt|t−1 −Kt|tPytK
′
t|t.

As in the affine case, inference is conducted using Maximum Likelihood (ML) on the predic-

tion error

et|t−1 = yt − yt|t−1
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and its variance-covariance matrix

E[et|t−1e
′
t|t−1] = Pyt .

C The VIX Computation

The VIX for each maturity time τ , is computed according to the CBOE procedure outlined

in its white paper (www.cboe.com). Given a fixed maturity time τ (in our case τ = 30, 365

days) we compute the model-free variance for S&P 500 index using options with the two

closest maturities to τ (i = 1, 2, τ1 ≤ τ ≤ τ2), according to (41). To ease the notation, in

the reminder we omit the subscript t.

V IX2
τi

=
2eriτi

τi

∑

j

∆Ki

K2
i

Q(Ki)−
1

τi

[ F
K0

− 1
]
, i = 1, 2 (41)

Ki is the option strike price; Q(Ki) = min{Ci, Pi} returns the value of the out-of-the-

money (OTM) option with strike Ki, F is the forward price corresponding to the considered

maturity (τi) and K0 is the first strike below the forward price F .

In practice, we estimate F using the following procedure: first, we compute the difference

between call and put prices corresponding to the strike price Ki, Dcp(i) = Ci − Pi; second,

we relate this difference with the strike prices Ki according to the put-call parity:

Ci − Pi = Dcpi = S −Ki · e−r(T−t) (42)

= a+ bKi + εt, (43)

where a = S and b = −e−r(T−t); third, after estimating a and b through Ordinary Least

Squares (OLS), the forward price is simply obtained as:

F = S · er(T−t) ≈ −â/b̂. (44)

This method makes the estimation of F less sensitive to isolated extreme option quotes.

F (and the corresponding VIX) is not computed whenever the volatility of the regression
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residuals is larger than 0.1 (which indicates the presence of multiple extreme observation

and thus a possibly unreliable VIX value).

Next, the V IXτ for the fixed maturity time τ is computed linearly interpolating the two

model-free variances V IXτ1 and V IXτ2 according to (45), where ω1 = τ2−τ
τ2−τ1 , and ω2 = τ−τ1

τ2−τ1

are the linear-interpolation coefficients, so that ω1 + ω2 = 1, that is:

V IXτ = 100×
√[

ω1V IXτ1 + ω2V IXτ2

]
× 365

τ
. (45)

D High-frequency measures

The Realized Volatility (RV) and its continuous part (TV) have been computed according to

the procedure outlined in Bollerslev and Todorov (2011). Specifically, defining with ∆n
i f =

fi∆n − f(i−1)∆n the high-frequency log-price increment over the interval ∆n, we can compute

the daily realized quadratic variation as:

RVt :=
n−1∑

i=1

|∆n,t
i f |2 P−→

∫ t+1

t+πt

σ2
sds+

∫ t+1

t+πt

∫

R
x2µ(ds, dx), (46)

while its continuous part is defined by:

TVt :=
n−1∑

i=1

|∆n
i f |2 1{|∆n,t

i f |≤αi,t∆$
n,t}

P−→
∫ t+1

t+πt

σ2
sds, (47)

where

αt,i = τ
√
TVt−1 · TODi ·∆0.49

n (48)

and

TODi = NOIi

∑N
t=1(f(t−1+πt)+i∆n,t

− f(t−1+πt)+(i−1)∆n,t
)21{|f(t−1+πt)+i∆n,t

−f(t−1+πt)+(i−1)∆n,t
|} ≤ ᾱ∆0.49

n
∑N

t=1

∑n−1
i=1 (f(t−1+πt)+i∆n,t

− f(t−1+πt)+(i−1)∆n,t
)21{|f(t−1+πt)+i∆n,t

−f(t−1+πt)+(i−1)∆n,t
|}

with

NOIi =

∑N
t=1

∑n−1
i=1 1{|f(t−1+πt)+i∆n,t

−f(t−1+πt)+(i−1)∆n,t
)2|≤ᾱ∆0.49

n }
∑N

t=1 1{|f(t−1+πt)+i∆n,t
−f(t−1+πt)+(i−1)∆n,t

)2|≤ᾱ∆0.49
n }

.
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We compute ᾱ as:

ᾱ = τ̄
π

2

√√√√ 1

N

N∑

t=1

n−1∑

i=1

|f(t−1+πt)+i∆n,t
− f(t−1+πt)+(i−1)∆n,t

||f(t−1+πt)+(i−1)∆n,t
− f(t−1+πt)+(i−2)∆n,t

|.

In the above computations we set τ = 3 and $ = 0.49.

Finally, both RV and TV have been adjusted to take into account for the overnight

returns. Specifically, we have rescaled them for the average overnight variation, ϑ, which is

defined as:

ϑ =

∑T
t=1(ft+1 − ft)2

∑T
t=1(ft+1 − ft+π)2

,

where the numerator measures the average daily variation, while the denominator the average

trading daily variation.

E Robustness Checks

As a robustness check we run the predictive regressions explained in Section 6.4.3 using a

“robust regression” method. The robust regression is meant to down weight the impact of

extreme observation (outliers) in the estimates of the regression coefficients. All the results

carry through.
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Figure 19: Robust Regression. Left Panels: t-statistics and adjusted R squared from the
univariate regressions of h-period S&P 500 return on BTZ and VRP. Right Panels: t-statistics
and adjusted R squared from the univariate regressions of h-period S& P500 return on BTZ
and VRP with VIX, log(P/D), corporate spread and interest rate spread used as controls.
All the regressions are based on monthly observations from January 1996 to June 2010.
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Figure 20: Robust Regression. Left Panels: t-statistics and adjusted R squared from the
multivariate regression of h-period S&P 500 return on BTZ and VRP. Right panels: t-
statistics and adjusted R squared from the multivariate regressions of h-period S&P 500
return on BTZ and VRP with VIX, log(P/D), corporate spread and interest rate spread
used as controls. All the regressions are based on monthly observations from January 1996
to June 2010.
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Figure 21: Robust Regression. Left Panels: t-statistics, coefficients and adjusted R squared
from the multivariate regression of h-period S&P 500 return on VRP and VRP term structure
(TS) defined as the difference between VRP over one year and VRP over one month Right
Panels: t-statistics and adjusted R squared from the multivariate regressions of h-period
S&P 500 return on VRP and VRP TS, VIX TS, log(P/D), log(P/E), corporate spread and
interest rate spread used as controls. All the regressions are based on monthly observations
from January 1997 to December 2002 and from January 2007 to June 2010.
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